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Abstract

Complex decision-support systems increasingly rely on high-capacity machine learning,
yet predictive performance alone cannot guarantee transparent, accountable or useful
decisions. This paper proposes a modular explainable artificial intelligence (XAI)
framework combining calibrated risk prediction, local and global feature attribution,
counterfactual recourse, explanation-quality testing, drift surveillance and human
review. A reproducible evaluation protocol is specified for heterogeneous real-world
settings. To illustrate the planned analysis without claiming an executed experiment,
numerical tables and charts report explicitly hypothetical demonstration values. The
proposed architecture separates model accuracy from explanation fidelity and decision
utility, allowing each to be tested independently. The paper identifies governance
controls, operational limitations and falsifiable hypotheses for future empirical
validation.

Keywords: Explainable artificial intelligence; interpretable machine learning; SHAP;
LIME; counterfactual explanations; decision support; calibration; transparency; human
oversight.

1. Introduction

Artificial intelligence has evolved from a collection of specialized prediction
techniques into an infrastructure for supporting decisions in healthcare, finance,
manufacturing, public administration and education. In these environments, a
prediction may determine which case is reviewed first, which intervention is
recommended, or which transaction receives additional scrutiny. A high
classification score is valuable, but the real-world consequence depends on how
predictions are translated into actions, what evidence is available to decision
makers and whether errors are detected before harm occurs. Accordingly,
decision-support quality must be understood as a combination of
discrimination, calibration, explanation, workflow integration and governance.

2. Related Work

Ribeiro, Singh and Guestrin introduced LIME, a method that approximates the
behavior of a classifier near a selected observation using a locally interpretable
surrogate [1]. The approach is model agnostic and can be adapted to different
input types. Its flexibility also creates methodological choices concerning
neighborhood sampling, distance kernels and surrogate complexity. Because a
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local explanation is fitted to perturbed examples, reproducibility and fidelity
should be measured rather than presumed. The proposed framework therefore
stores perturbation seeds and reports neighborhood agreement for each
explanation.

3. Proposed Methodology

The proposed system consists of seven sequential stages: data governance and
validation; preprocessing; candidate-model training; calibration and threshold
selection; explanation and recourse generation; explanation-quality validation;
and human-in-the-loop decision logging. Sensitive or immutable variables are
screened before recourse generation. Every prediction is linked to model
version, data schema, explanation parameters and audit metadata.

Data intake & consent —Validation / preprocessing —Train & calibrate models —
Predict risk > SHAP / LIME / counterfactuals —Fidelity & fairness checks —

Human review —Monitor drift

Let D = {(x;, y)}i=N, where xi € R4 and y; € {0,1}. The predictor f0(x) estimates the
probability of the positive class.

The predictive objective is Lpred(0) = —(1/N) Zi [yi log f0(xi) + (1-y:) log(1—f0(x;))].
This binary cross-entropy penalizes miscalibrated confident errors.

The decision rule is & = 1[f0(xi) > t]. The threshold t is chosen using validation
data and domain-specific false-positive and false-negative costs, not on the test
set.

An additive explanation is written f(x) = @o + X ¢j(x), where ¢y is the reference
prediction and ¢j represents the attribution to feature j on a consistent output
scale.

LIME solves g* = argmin(geG) {L(f,g,n.) + Q(g)}. Here m, weights samples near
x, L measures local surrogate disagreement and () controls explanation
complexity.

A feasible counterfactual is x* = argmin(z€F(x)) [A d(x,z) + £(f(z),y*)], where F(x)
enforces immutable-feature and domain constraints, d is a cost-weighted
distance and y* is the desired outcome.

Local fidelity is Fidelity(x) = 1 = (1/M)Z« f(zc) — g(z«)! for M neighborhood
samples when model outputs lie in [0,1]. Larger values indicate closer surrogate
agreement.

Decision accuracy is Adec = (1/N)Z; 1[a = yi], where a; is the final human-system
decision. This differs from stand-alone model accuracy and must be evaluated
separately.

Calibration is evaluated with Brier = (1/N); (fd(xi)—yi)% lower values are better.
Subgroup false-negative rates and their uncertainty intervals are reported for
governance review.

4. Experimental Design and Implementation Protocol

A future empirical study should use at least three datasets from distinct
domains, for example publicly licensed health-risk, financial-risk and
equipment-failure datasets, subject to appropriate access and ethics review.
Data should be split into training (60%), validation (20%) and held-out testing
(20%) by entity and time where relevant to prevent leakage. Missing values,
encoding and scaling must be fitted on training data only. Compare logistic
regression or a sparse rule-based model, random forest, gradient boosting, and
the proposed calibrated explanation-enabled workflow. Use five random seeds
or repeated temporal folds, confidence intervals and paired significance testing.
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Suggested tools are Python, scikit-learn, SHAP, LIME, pandas and matplotlib.
A human-factor experiment should randomly assign qualified reviewers to
prediction-only, prediction-plus-explanation and transparent-model conditions.
Measure reviewer correctness, time, inappropriate acceptance, explanation
comprehension and confidence calibration. Pre-register endpoints and stratify
by decision difficulty. Exclude protected variables from actionable recourse and
conduct independent fairness review.

5. Results and Discussion — Illustrative Scenario Only

IMPORTANT: The following numerical values are hypothetical demonstration
figures constructed to show the proposed reporting format. No model was
trained and no participant study was conducted for this paper. The values must
not be represented as observed empirical findings.

Table 1: Hypothetical comparative results for illustration; values are not measured.

Method Model accuracy %  Brier | Local fidelity Human decision
accuracy %

Interpretable baseline 84.2 0.114 091 79.4

Black-box predictor 88.6 0.092 0.0 81.0

Black-box + SHAP/LIME 88.6 0.092 0.87 85.1

Proposed calibrated XAI workflow 89.1 0.078 0.93 88.3

Human decision accuracy (%)
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Figure 2: Hypothetical human decision accuracy comparison (not experimental
evidence).

The illustrative table separates model accuracy from human decision accuracy.
The unchanged model accuracy in the third row emphasizes that adding post-
hoc explanations does not automatically improve a fixed predictor. The higher
hypothetical human accuracy would require controlled user-study evidence,
because additional context may improve some decisions while also increasing
automation bias. Similarly, the proposed workflow’s lower Brier score
represents a possible effect of calibration and model selection, not a verified
result. Fidelity values describe local surrogate agreement and are not
interchangeable with fairness, causality or human comprehension.

A rigorous results section should report uncertainty intervals, dataset sizes,
prevalence, subgroup confusion matrices, computational latency and the
frequency of invalid counterfactuals. Sensitivity analysis should vary the
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explanation neighborhood, SHAP background distribution, decision threshold
and missingness rate. Failure cases must be documented alongside successful
examples. An apparent gain is scientifically meaningful only if it generalizes to
held-out conditions and survives paired statistical testing.

5.1. Threats to Validity and Robustness

Internal validity may be threatened by information leakage, uncontrolled
reviewer expertise, and differences in the underlying case mix. All
preprocessing must be nested within the training split, and reviewers should
receive identical cases under randomized condition assignment. The
comparison should distinguish errors attributable to the predictive model from
those attributable to the reviewer’s interpretation of its output. Confidence
intervals should be computed at the participant and case level to reflect
clustered observations.

Construct validity requires careful definitions of transparency and explanation
utility. A high fidelity score does not guarantee that the explanation is
understood; a user-friendly account does not establish that it reflects the model.
A multi-dimensional evaluation should therefore include local surrogate error,
perturbation stability, comprehension questions, time-to-decision, actionability
of suggested changes, and a qualitative audit of misleading rationales. A
preregistered composite index may be reported only alongside its individual
components.

External validity is limited when all experiments use clean, retrospective
benchmark datasets. Operational deployment often includes missing entries,
shifting coding conventions, rare events and adversarial behavior. Future work
should simulate progressive missingness, institution transfer and temporal
distribution shift. Each scenario should be evaluated with the same fixed
reporting protocol, including confidence intervals and documented failures.
Evidence from one domain should not be generalized to another without
independent validation.

Explanation robustness can be assessed by perturbing irrelevant features and
measuring rank agreement among the most important features. However,
perturbations must remain within plausible data ranges; otherwise instability
may simply reflect unrealistic inputs. Counterfactual quality likewise requires
feasibility checks, sparsity, plausibility and diversity, rather than distance
alone. Domain experts should determine which variables are genuinely
actionable and whether suggested changes could produce unintended
consequences.

Governance considerations include auditability, access control, data
minimization, and the risk of revealing sensitive attributes through explanation
outputs. Explanations should be tailored to the role of the viewer. Technical
staff may need full feature-level diagnostics, while frontline users may need
concise reasons, confidence warnings and escalation guidance. Access to
personally identifiable features and sensitive proxies should be restricted
according to applicable policies and law.

5.2. Deployment and Practical Implications

A production implementation should treat every prediction as a versioned
event. The log should include timestamp, feature schema version, model
identifier, calibration version, explanation method and background sample
identifier. This metadata supports reproducibility and investigation of
inconsistent decisions. Monitoring should trigger review when calibration,
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subgroup performance, missingness or explanation stability crosses predefined
limits. Such thresholds should be validated against operational risk tolerance.
Human oversight should be designed as a specific decision protocol rather than
a generic instruction to review outputs. Cases can be routed to manual review
when uncertainty is high, an explanation fails fidelity checks, or a
counterfactual violates domain constraints. Reviewers should be able to record
reasons for overrides and flag explanations that conflict with known domain
relationships. These records can support future quality improvement without
treating every override as ground truth.

The framework also implies a resource trade-off. Computing local explanations
and multiple counterfactual candidates can increase latency and infrastructure
cost. A practical implementation may cache global summaries, compute
detailed local explanations only for borderline decisions, and use interpretable
models when comparable predictive performance is achieved. Cost, response
time and energy use should be reported beside predictive and human-outcome
metrics.

Finally, an effective deployment strategy should establish a clear boundary
between prediction and recommendation. The model estimates risk under
observed historical conditions; it does not automatically establish the causal
effect of a proposed intervention. Users must be told when a counterfactual is a
mathematical recourse suggestion rather than a validated intervention.
Prospective evaluation, expert approval and post-deployment incident review
are necessary before asserting that the system improves real-world outcomes.

6. Conclusion

This paper presents a modular XAI decision-support framework designed to
integrate predictive reliability, explanation fidelity, feasible counterfactuals and
accountable human oversight. The main methodological finding is that
predictive accuracy, transparency and decision quality require separate
measurement; none can safely be inferred from the others. The proposed
architecture offers a reproducible protocol for comparing interpretable
baselines, opaque models and explanation-enabled workflows while
monitoring drift, calibration and subgroup performance. The numerical
illustration demonstrates how results may be reported but does not establish
empirical superiority. Future work should implement the protocol across
multiple domains, conduct randomized human evaluations and assess
explanation stability, latency and equitable outcomes before any deployment
claims are made.
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