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Abstract

Despite the high prevalence of mental health disorders, including depression, anxiety and
suicidality, and their burden, these conditions are widely underdiagnosed worldwide.
Current clinical evaluation depends on periodic self-reported symptom checklists, which
provide only a snapshot of the patient’s functioning over a short period of time. The
paper collates data from the 17 studies, which were published between 2013 and 2021,
to explore the potential to integrate the three types of passive digital footprints — social
media language/imagery, smartphone sensor logs and wearable physiological data — to
enable continuous unobtrusive detection of mental health risks. The synthesis is structured
around three modalities that are assessed separately in the literature: analysis of text-based
social media, behavioural sensing from a smartphone, and physiological monitoring from
wearables, and then how multimodal fusion architectures combine these signals. Results
showed high variance in detection performance, ranging from a language-based model
trained on Facebook data with an AUC score of 0.62 to the one trained on Twitter data
with a score of 0.72, depending on the richness of the features; the best unimodal models
were based on behavioral entropy from smartphone GPS and home-stay duration, showing
AUC as high as 0.83; wearable-only models exhibited comparatively low discriminative
power, ranging from 0.51 to 0.66 AUC; the highest F1-scores for cooperative multimodal
fusion models were as high as 0.900, which corresponds to approximately a 30 percent
relative error reduction over unimodal baselines. The synthesis also highlights common
method or ethics challenges such as the use of self-reported or crowd-sourced ground
truth, selection bias of active platform users, and unanswered privacy and consent issues
in passive sensing. The results indicate that integration of multimodal data, as opposed to
any particular digital footprint, may be best suited for scalable mental health risk screening
in a clinically translatable way.

Keywords: Digital phenotyping, depression detection, multimodal fusion, social media
analysis, smartphone sensing, wearable devices, passive sensing, natural language
processing, machine learning, mental health screening, behavioral biomarkers, digital
biomarkers.

Introduction

Depression and other mental disorders are among the most common causes
of disability globally, but many of those with mental disorders are likely to
be under-diagnosed or not treated, as traditional approaches to screening rely
on brief encounters and self-report of depression retrospectively [1]. Personal
digital devices have ushered in another paradigm, one in which the behaviour
of humans is quantified incrementally, incidentally, and continuously via data
gathered from their device interactions, called digital phenotyping [1, 2]. As
smartphones, wearables and social media platforms are carried and used all day
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long, the behavioural traces they leave behind—in the form of location trajectories,
communication patterns, language preferences, sleep and activity rhythms etc.—
may capture early or subclinical markers of psychiatric risk, that are recorded long
before a formal diagnosis is sought, and therefore form a “digital footprint” [2, 3].
This paper explores how these digital footprints, alone and together, have been
applied in studies published to date (2021). Literature shows that there are three
general modalities: Textual and visual content on social media, passively recorded
sensor and usage data from a smartphone, and physiological or activity data from
consumer wearables. While each modality has shown some level of predictive
signal, published results have widely different levels of performance depending on
data type, feature richness, and validation technique, and single-modality systems
often lack the level of reliability needed for clinical use [4], [5]. But multimodal
methods which combine two or more of these data sources have started to show
better discriminative results than unimodal methods, and there is a need to closely
investigate the architectures of multimodal methods, and the circumstances in
which they outperform single-source methods.

Background and The Diagnostic Gap

Digital Phenotyping and Passive Sensing

Digital phenotyping has been coined to refer to the continuous in-situ
quantification of an individual’s phenotype based on the data gathered from
personal digital devices, especially smartphones, which are ubiquitous and have
sensor arrays built into them [1]. Onnela and Rauch [2] found that there were
times when data were active and warranted user input, such as in-app surveys,
but also times when they were passive and gathered passively, via sensors such
as global positioning system, accelerometer, microphone, and call and text logs.
This separation is particularly important for mental health applications where
repeated self-reports are reactive and burdensome and longitudinal observation
at a temporal resolution not possible using traditional clinical interviews. Later,
the digital phenotyping framework was expanded to the global arena where the
assessment of this kind from the smartphone has been suggested as a scalable,
low-cost alternative to the clinical diagnosis of mental disorders, especially in
mental health scarce regions [3].

The Diagnostic Gap

Although continuous passive monitoring is attractive, the lack of a formal diagnosis
for a large proportion of individuals with clinically meaningful depressive or
anxiety symptoms that are detectable through such approaches is a reason for
this line of research: even for those who receive a formal diagnosis, diagnosis
often occurs years after symptoms are present. A variety of literatures on social
media-based detection have been reviewed, with feature families identified, such
as linguistic, sentiment, posting frequency and temporal regularity, ego-network
and social-engagement structure, and recently, even the visual information
provided with textual content [5]. This variety of feature types is assumed to be
a reflection of the assumption that depression is present in various observable
aspects of digital behaviour at a time, and that this is reflected in the multimodal
framing used throughout this paper.

Modalities of Digital Footprint Analysis

Social Media Text and Language Markers

Initial research on the detection of depression on social media set the groundwork
for the general feasibility of language-based screening. De Choudhury et al. created
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Figure 1: Mobile-sensor behavioral features and their reported direction and relative strength of association with depressive symptom

severity, based on Saeb et al. [13].

a crowd-sourced set of Twitter users that reported having a clinical depression
diagnosis, and, using a support vector machine classifier that learned on five
behavioral dimensions—social engagement, emotional expression, linguistic
style, ego-network structure, and mentions of antidepressant medication—they
attained a classification accuracy of about 70 percent [7].

Based on electronic-health-record-linked data, rather than self-report, Eichstaedt et
al. analysed the language of 683 ED patients, including 114 who had documented
depression, and identified that language before the patients’ diagnosis predicted
depression (area under the curve 0.69); adding demographic variables did not
increase the predictive value that could be gained from language alone (area
under the curve 0.72 when the input window was limited to the six months
before diagnosis); a detectable signal had an area under the curve of 0.62 and
was present as early as three months before clinical documentation [8]. Reece
et al. expanded language-based detection to Post-Traumatic Stress Disorder, in
addition to depression, with 204 Twitter users and almost 280,000 tweets, finding
that their computational models outperformed general-practitioner diagnostic
accuracy benchmarks, which correctly identified depression in 42% of true cases,
and PTSD in 2.5% of true cases [9].

In more recent feature-engineering studies, combining sentiment lexicons with
content-based textual features has improved the accuracy of single-classifier
classifiers beyond 96 percent on benchmark datasets [10] and ensemble-classifier
classifiers beyond 98 percent [11] on a corpus of 54,412 posts from five mental
health-related Reddit subreddits, where the difficulty lies in distinguishing
between several co-occurring disorders instead of a single binary classification.

Smartphone-Based Behavioral Sensing

In addition to text-based approaches, passive smartphone sensing will provide
behavioral signal. The StudentLife study tracked 48 students across Dartmouth
College for a 10-week period, recording their location, activity, conversation,
and screen and application use along with administering a Patient Health
Questionnaire every other week, and found significant correlations between
some measures of their behavior from the sensors with both the severity of their
depression and their cumulative GPAs, and a recurring “term lifecycle” in which
positive affect, conversational activity, and sleep regularity were highest and then
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decreased as the term progressed, moving from workload to both workload and
stress [12].

In a smaller sample of 28 analyzable adults who were monitored for two weeks,
Saeb et al. identified location variance, normalized entropy of movement, home-
stay duration, and circadian movement regularity as the top four correlates of
depressive symptom severity (rated by the Patient Health Questionnaire) and
determined that combining all the features did not increase, and in some cases,
worsened, predictive accuracy by overfitting [13].

Wearable Physiological and Activity Sensing

Passive sensing from wearable, environmental, and smartphone signals have
been reviewed, with physiological channels such as heart rate, activity through
the accelerometer, and sleep-related rhythms cited as potential digital biomarkers
for mental health monitoring, with evidence for their use to predict mental health
outcomes being limited in comparison to text-based methods [14]. This caution
is borne out by the work of Rykov et al. who compared the effectiveness of 290
working adults across 14 different days using the Fitbit Charge 2 and found that
across the model variants a classification accuracy of 86 percent was achieved,
but with discriminative metrics ranging from 0.51 to 0.66 (Fig. 2 and Table II) [15]
with sensitivity between 3 per cent and 13 per cent.

Multimodal Fusion

In unimodal systems, results have been mixed, but when multiple digital footprints
streams are combined, they can enhance system performance. Yazdavar et al. fused
textual, visual and user-interaction features extracted from Twitter profiles in a
statistical framework, increasing the average F1 scores by around five percentage
points compared to the best unimodal baseline; they also created a social-media
depression score, which was correlated with the population-level depression
statistics released by public health officials [16].

Gui et al. [17] proposed a new cooperative multi-agent reinforcement-learning
architecture (COMMA), that selects the most informative textual and visual posts
from a user’s history before classification, and the fused model achieved an F1
score of 0.900, compared to 0.865 for the strongest prior multimodal neural baseline,
and 0.849 for the best feature-engineered unimodal model, representing a relative
improvement of over 30 percent in classification error. Together, these findings
indicate that the marginal information conveyed by each of these modalities is
not completely shared, or redundant, so that the combination of behavioural,
linguistic and visual data provides a partial representation of the presentation of
depression that is more complete than any single modality.

Comparative Performance Analysis

Table III summarizes the modality, data source, scale, and headline reported
outcome for the ten empirical studies reviewed in Section III, illustrating
substantial heterogeneity in study design, sample size, and evaluation metric,

Table I: Mobile-Sensor Behavioral Features and Association with Depressive Symptom Severity

Feature Sensor Direction Relative Predictive Strength
Normalized entropy GPS Inverse Highest (lowest NRMSD)
Location variance GPS Inverse High

Home-stay duration GPS Positive High

Circadian movement regularity GPS Inverse High

Phone usage duration Usage logs Positive Moderate

Phone usage frequency Usage logs Positive Moderate-low
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Figure 2: Reported classification performance ranges for wearable digital-biomarker depression screening, based on Rykov et al. [15].

and Fig. 3 visualizes these outcomes on a common, normalized scale for ease of
comparison. Because studies report accuracy, Fl-score, area under the curve, or
correlation-based outcomes interchangeably, direct numerical comparison must
be interpreted cautiously. Performance is frequently reported as the Fl-score, the
harmonic mean of precision and recall,

F1=2x (Preczszon x Recall) (Precision + Recall ) (1)

which weighs the disadvantages of failing to identify at risk individuals (false
negative) against the disadvantages of unnecessary intervention (false positive).
The range of performance values reported by the modality category is summarized
in Table IV.

Text-based social media classifiers range widely in performance, from around
0.62 to 0.72 area under the curve on clinically validated, electronic-health-record-
linked samples [8] to 96 to 98 percent accuracy on feature-rich, lexicon-augmented
classifiers tested on benchmark (not clinically confirmed) social media samples [10],
indicating that reported accuracy is dependent of the rigor with which ground-
truth labels are set. The reviewed literature did not deliver a headline accuracy
value for the GPS on the smartphones but instead suggested to take the behavioural
entropy, location variance, home-stay duration and circadian regularity as
individual correlates of symptom severity used to assess the smartphone. The
weakest discriminative performance of the modalities reviewed was wearable-
only physiological sensing (AUC slightly above chance and sensitivity below 15
percent [15]). The multimodal fusion architectures consistently surpassed their

Table II: Wearable Digital-Biomarker Categories and Predictive Performance

Category Sensor channel Performance metric Reported value
Physical activity Steps Included in composite model —
Cardiac Heart rate Included in composite model —
Sleep Sleep duration / timing Included in composite model —
Circadian rhythm Rest-activity variability Included in composite model —

Composite classification

All channels combined Accuracy / Sens. / Spec. /| AUC 86% / 3-13% / 98-100% / 0.51-0.66
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Table III: Comparative Overview of Reviewed Digital Footprint Modalities and Studies

Ref. Modality Data Source Scale Key Reported Outcome
[7] Social text Twitter (crowdsourced) Self-reported diagnosed SVM accuracy = 70%
users
[12] Smartphone  GPS, accelerometer, audio, 48 students, 10 weeks Significant correlations with PHQ-9
sensing usage and GPA
[13] Smartphone  GPS + usage logs 28 of 40 adults, 2 weeks Entropy & location variance: lowest
sensing NRMSD
[8] Social text Facebook (EHR-linked) 683 patients (114 depressed) AUC=10.69 (0.72, 6-mo. window)
[9] Social text Twitter 204 users / 279,951 tweets Outperformed GP diagnostic baseline
[10] Social text Lexicon + content features  90-feature benchmark set Accuracy >96% (>98% ensemble)
[11] Social text Reddit (SWMH) 54,412 posts, 5 classes F1 = 0.65 (baseline)
[15] Wearable Fitbit Charge 2 267 of 290 adults, 14 days AUC 0.51-0.66 (weak)
[16] Multimodal — Twitter Benchmark dataset +5 pts. F1 over unimodal SOTA
(text+image+interaction)
[17] Multimodal ~ Twitter (text+image, Benchmark dataset F1=0.900 (~30% error reduction)

COMMA)

unimodal counterparts (modality and publication year shown in Fig. 4) by as much
as a five-percentage-point F1 gain [16] or a 30-percent relative error reduction [17].
Table V also places these computational results in perspective with a human
diagnostic baseline: in benchmark studies, general practitioners correctly identified
42 percent of true depression cases and 2.5 percent of true PTSD cases, with high
specificity in ruling out non-cases [9] — illustrating the limitations of the clinician
baseline that originally inspired computational screening approaches. Even for
relatively low levels of accuracy, these digital models can reach or surpass these
baselines, suggesting that the threshold for clinical utility may not be as high as
simply the level of laboratory benchmark accuracy.

Methodological and Ethical Challenges

The literature reviewed does have some common weaknesses, as described in Table
VI. Ground-truth validity is often ambiguous, because multiple influential studies
are based on diagnosis claims from crowdsourced data or self-reported diagnoses,
and models may learn to predict self-diagnosis of depression instead of the clinical
depression itself [6], [7]. Selection and sampling bias are ubiquitous because the
populations studied typically include only those who are using the platform (as
in Twitter, Facebook, and Fitbit-using populations) and who are more likely than
the general population to seek out online platforms for expressing distress (due to
age, socioeconomic status, or other factors) [5, 6]. Few studies reviewed investigated
generalizability across platforms, languages and cultural contexts, with most of
these being English-language samples from North America [5].

Passive sensing of location, communication and physiological data poses
substantive privacy and informed consent issues, especially in the context of
digital phenotyping which may provide sensitive information about mood, social
relationships and routines that the users might not have intended to provide as
evidence for clinical inference [1,2]. There is still also a considerable gap between
technical performance and regulatory or clinical validation, as suggested by
reviews of the wider digital psychiatry sector, where a multitude of apps, chatbots
and sensing devices have flooded the market, leaving the field of mental health
applications far from having been rigorously evaluated in a prospective way for
clinical use [4]. Last but not least, as Section IV demonstrates, single-modality
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Figure 3: Reported detection performance (accuracy, F1, or AUC, scaled to a 0-100 axis) across nine representative
studies, grouped by modality.

performance in particular for systems that are only wearable can be so poor that
deployment without complementary data sources can lead to false reassurance
and missed cases [15]. These obstacles all point to the need to consider technical
performance indicators in conjunction with an explicit description of the quality
of the labels, population representativeness, and consent architecture before any
detection system is ready to be used in the field for screening.

Toward Integrated Multimodal Frameworks

To support the continued success of multimodal fusion demonstrated in Section
III-D, Fig. 5 shows a conceptual four-layered architecture that combines the fusion
strategies used throughout the literature in this study. Raw digital footprints
are gathered initially from three different complementary sources: (1) text and
imagery from social media, (2) sensor and usage logs from smartphones, and
(3) physiological streams from wearables. Specific feature extraction is applied
to each source to generate linguistic representation, sentiment identification,
behavioral representation, mobility representation and physiological identification
and activity representations respectively. In the latter strategy (late fusion) used
by some of those reviewed works [16, 17] a combined risk representation for a
specific user may be obtained by a weighted combination of modality-specific
model outputs.

RzZ(i = lton)wi -ﬁ(xi)(Z)

Table IV: Methodological and Ethical Challenges Identified in the Literature

Representative

Category Description source(s)
Ground-truth validity Reliance on self-reported / crowdsourced diagnosis rather than clinician-confirmed records  [6], [7]
Sampling / selection bias Active platform users may not represent the general population [5], [6]
Generalizability Limited testing across languages, platforms, and cultures [5]
Privacy & consent Passive sensing captures sensitive behavioral and location data [1], [2]
Clinical validation gap Rapid tool proliferation outpaces rigorous prospective evaluation [4]
Single-modality weakness Wearable-only systems show near-chance discriminative power [15]
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Table V: Reported Performance Range by Modality Category

Modality Metric Type Reported Range Representative Refs.
Social media text Accuracy / AUC / F1 62-98% acc.; 0.62-0.72 AUC; 0.65-0.90 F1 [71, [8], [9], [10], [11]
Smartphone sensing Correlation-based No single accuracy figure; best-feature NRMSD minimized [12], [13]

Wearable sensing AUC/ Sens. / Spec. 0.51-0.66 AUC; 3-13% sens.; 98-100% spec. [15]

Multimodal fusion F1 0.86-0.90 (+5 to +30% relative gain) [16], [17]

There, fi(xi) is the risk score generated by the classifier for modality i, xi is the
modality i-specific feature vector, wi is a learned or empirically determined weight
that takes into account the relative reliability of that modality, and n is the number
of available modalities.

The generalisation of the cooperative multi-agent selection mechanism used by
Gui et al. [17] is given by Equation (2) where textual and visual agents jointly and
adaptively make a classification decision — not by simply averaging their respective
decisions — and is consistent with the additive performance gains reported by
Yazdavar et al. when interaction features were added to text and image features
[16]. The final architectural layer consists of a classifier or risk estimation model
that translates the fused representation into a mental health risk score or alert that
can be used to guide clinical decisions. The utility of such an architecture is the
ability to down-weight modalities that may be unreliable for that user for whom
they wear, such as a user exhibiting low adherence to wearing the modality, and
to still generate a reliable composite estimate from the other modalities.

Discussion: Trends and Outlook

This temporal progression highlighted in Fig. 6 is representative of a general
trend in the field over the eight-year time frame examined here. Initial research
(2013-2015) demonstrated feasibility, and generally involved single modalities and
relatively small or self-reported samples [7, 12, 13]. Meanwhile, conceptualization
of the digital phenotyping framework was consolidated in 20162018, along with
the first clinical validation of the digital phenotyping paradigm with electronic
health records [2, 3, 8] and a growing number of comparative and critical reviews
of the emerging evidence base [5]. The center of gravity of the field shifted towards
multimodal fusion and towards more in-depth methodological self-reflection, with

Detection Performance by Modality and Publication Year
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Figure 4: Three-dimensional comparison of reported detection performance by modality and publication year.
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Conceptual Architecture for Multimodal Mental
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Figure 5: Conceptual four-layer architecture for multimodal mental health risk detection, integrating social media,
smartphone, and wearable data sources.

Timeline of Representative Multimodal Mental Health Detection Milestones (2013-2021)

StudentLife continuous Active/passive digital EHR-linked Facebook Multimodal Twitter fusion;
sensing study phenotyping formalized prediction (AUC 0.69) critical methods review

Crowdsourced Twitter GPS/usage features Twitter model vs. Multimodal fusion Wearable biomarkers,
depression classifier linked to PHQ-9 GP diagnostic rates (COMMA, F1=0.90) lexicon ensembles

Figure 6: Timeline of representative multimodal mental health detection milestones, 2013-2021.

multimodal models that operate cooperatively [17], with extended multimodal
benchmarks [16] and with a landmark critical review of predictive methodology
[6] — as described in Table VII — as well as the continuation of the exploration of
complementary data streams such as wearable [15] and passive environmental
sensing [14].

Two trends will continue to influence future development that are not included
in this review. First, the substantial gains in performance by combining the
multimodal systems over unimodal systems indicate that future detection systems
will adopt more of the layered fusion of classifiers in Fig. 5 than classifiers from
a single source. Second, the methodological critiques summarised in Section
V suggest that future advances will require more than just an increase in the
accuracy of classification models; it will also require the expansion of ground-
truth validation, consent frameworks, and population diversity, describing the
form, size, and extent to which that model performs well.

Conclusion

This review of 17 studies published between 2013 and 2021 suggests that the
digitally produced footprints of social media use, smartphone sensing, and
wearable devices include unique, though not redundant, signals of mental health
risk and that none of these modalities reviewed here has the combination of
accuracy, generalizability, and ethical robustness needed for stand-alone clinical
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deployment. The highest single performance was found among text-based social
media models while behavioural entropy and home-stay duration derived from
smartphones turned out to be the most informative passive-sensing correlates,
and physiological data obtained from wearables alone had comparatively limited
discriminative power. Two or more of these streams were combined in multimodal
fusion architectures to outperform consistently unimodal baselines by up to 0.900
F1. Future work should focus on integrated multimodal architectures of this type,
confirmed by clinician data and not self-reported ground truth, and be designed in
the context of privacy and consent suitable for continuous passive data collection.
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